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WHAT IS CLUSTERING? 
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Supervised vs. Unsupervised Learning 
• Supervised Learning: both X and Y are known 
• Unsupervised Learning: only X 
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Clustering 
• Clustering refers to a set of techniques for finding 

subgroups, or clusters, in a data set. 

• A good clustering is one when the observations within a 
group are similar but between groups are very different 

•  For example, suppose we collect p measurements on 
each of n breast cancer patients. There may be different 
unknown types of cancer which we could discover by 
clustering the data 
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Different Clustering Methods 
•  There are many different types of clustering methods 

• We will concentrate on two of the most commonly used 
approaches 
•  K-Means Clustering 
•  Hierarchical Clustering 
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K-MEANS CLUSTERING 
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K-Means Clustering 
•  To perform K-means clustering, one must first specify the 

desired number of clusters K 
•  Then the K-means algorithm will assign each observation 

to exactly one of the K clusters 
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FIGURE 10.5. A simulated data set with 150 observations in 2-dimensional
space. Panels show the results of applying K-means clustering with different val-
ues of K, the number of clusters. The color of each observation indicates the clus-
ter to which it was assigned using the K-means clustering algorithm. Note that
there is no ordering of the clusters, so the cluster coloring is arbitrary. These
cluster labels were not used in clustering; instead, they are the outputs of the
clustering procedure.

clustering on a simulated example consisting of 150 observations in two
dimensions, using three different values of K.
The K-means clustering procedure results from a simple and intuitive

mathematical problem.We begin by defining some notation. Let C1, . . . , CK

denote sets containing the indices of the observations in each cluster. These
sets satisfy two properties:

1. C1 ∪ C2 ∪ . . . ∪ CK = {1, . . . , n}. In other words, each observation
belongs to at least one of the K clusters.

2. Ck ∩ Ck′ = ∅ for all k ̸= k′. In other words, the clusters are non-
overlapping: no observation belongs to more than one cluster.

For instance, if the ith observation is in the kth cluster, then i ∈ Ck. The
idea behindK-means clustering is that a good clustering is one for which the
within-cluster variation is as small as possible. The within-cluster variation
for cluster Ck is a measure W (Ck) of the amount by which the observations
within a cluster differ from each other. Hence we want to solve the problem

minimize
C1,...,CK

!
K"

k=1

W (Ck)

#
. (10.9)

In words, this formula says that we want to partition the observations into
K clusters such that the total within-cluster variation, summed over all K
clusters, is as small as possible.



How does K-Means work? 
• We would like to partition that data set into K clusters 

•  Each observation belong to at least one of the K clusters 
•  The clusters are non-overlapping, i.e. no observation belongs to 

more than one cluster 

•  The objective is to have a minimal “within-cluster-
variation”, i.e. the elements within a cluster should be as 
similar as possible 

• One way of achieving this is to minimize the sum of all the 
pair-wise squared Euclidean distances between the 
observations in each cluster.  
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C1,...,CK

!
K"

k=1

W (Ck)

#
. (10.9)

In words, this formula says that we want to partition the observations into
K clusters such that the total within-cluster variation, summed over all K
clusters, is as small as possible.
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Solving (10.9) seems like a reasonable idea, but in order to make it ac-
tionable we need to define the within-cluster variation. There are many
possible ways to define this concept, but by far the most common choice
involves squared Euclidean distance. That is, we define

W (Ck) =
1

|Ck|
∑

i,i′∈Ck

p∑

j=1

(xij − xi′j)
2, (10.10)

where |Ck| denotes the number of observations in the kth cluster. In other
words, the within-cluster variation for the kth cluster is the sum of all of
the pairwise squared Euclidean distances between the observations in the
kth cluster, divided by the total number of observations in the kth cluster.
Combining (10.9) and (10.10) gives the optimization problem that defines
K-means clustering,

minimize
C1,...,CK

⎧
⎨

⎩

K∑

k=1

1

|Ck|
∑

i,i′∈Ck

p∑

j=1

(xij − xi′j)
2

⎫
⎬

⎭ . (10.11)

Now, we would like to find an algorithm to solve (10.11) — that is, a
method to partition the observations intoK clusters such that the objective
of (10.11) is minimized. This is in fact a very difficult problem to solve
precisely, since there are almost Kn ways to partition n observations into
K clusters. This is a huge number unless K and n are tiny! Fortunately,
a very simple algorithm can be shown to provide a local optimum — a
pretty good solution — to the K-means optimization problem (10.11). This
approach is laid out in Algorithm 10.1.

Algorithm 10.1 K-Means Clustering

1. Randomly assign a number, from 1 to K, to each of the observations.
These serve as initial cluster assignments for the observations.

2. Iterate until the cluster assignments stop changing:

(a) For each of the K clusters, compute the cluster centroid. The
kth cluster centroid is the vector of the p feature means for the
observations in the kth cluster.

(b) Assign each observation to the cluster whose centroid is closest
(where closest is defined using Euclidean distance).

Algorithm 10.1 is guaranteed to decrease the value of the objective
(10.11) at each step. To understand why, the following identity is illu-
minating:

1

|Ck|
∑

i,i′∈Ck

p∑

j=1

(xij − xi′j)
2 = 2

∑

i∈Ck

p∑

j=1

(xij − x̄kj)
2, (10.12)



K-Means Algorithm 
•  Initial Step: Randomly assign each observation to one of 

K clusters 

•  Iterate until the cluster assignments stop changing:  
•  For each of the K clusters, compute the cluster centroid. The kth 

cluster centroid if the mean of the observations assigned to the kth 
cluster 

•  Assign each observation to the cluster whose centroid is closest 
(where “closest” is defined using Euclidean distance. 
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An Illustration of the K-Means Algorithm  
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Data Step 1 Iteration 1, Step 2a

Iteration 1, Step 2b Iteration 2, Step 2a Final Results

FIGURE 10.6. The progress of the K-means algorithm on the example of Fig-
ure 10.5 with K=3. Top left: The observations are shown. Top center: In Step 1
of the algorithm, each observation is randomly assigned to a cluster. Top right:
In Step 2(a), the cluster centroids are computed. These are shown as large col-
ored disks. Initially the centroids are almost completely overlapping because the
initial cluster assignments were chosen at random. Bottom left: In Step 2(b),
each observation is assigned to the nearest centroid. Bottom center: Step 2(a) is
once again performed, leading to new cluster centroids. Bottom right: The results
obtained after 10 iterations.

Random 
Assignment 
of points 

Compute cluster 
centers from initial 
assignments 

Assign points to 
closest cluster 
center 

Computer 
new cluster 
centers 

Now there is 
no further 
change so 
stop 



Local Optimums 
•  The K-means 

algorithm can get 
stuck in “local 
optimums” and not 
find the best 
solution 

• Hence, it is 
important to run 
the algorithm 
multiple times with 
random starting 
points to find a 
good solution 
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320.9 235.8 235.8

235.8 235.8 310.9

FIGURE 10.7. K-means clustering performed six times on the data from Fig-
ure 10.5 with K = 3, each time with a different random assignment of the ob-
servations in Step 1 of the K-means algorithm. Above each plot is the value of
the objective (10.11). Three different local optima were obtained, one of which
resulted in a smaller value of the objective and provides better separation between
the clusters. Those labeled in red all achieved the same best solution, with an
objective value of 235.8.

Bad 
Solution 

Good 
Solution 



HIERARCHICAL CLUSTERING 
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Hierarchical Clustering 
• K-Means clustering requires choosing the number of 

clusters. 

•  If we don’t want to do that, an alternative is to use 
Hierarchical Clustering 

• Hierarchical Clustering has an added advantage that it 
produces a tree based representation of the observations, 
called a Dendogram 
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Dendograms 
•  First join closest points (5 and 7) 
• Height of fusing/merging  (on vertical axis) indicates how 

similar the points are 
• After the points are fused they are treated as a single 

observation and the algorithm continues 
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FIGURE 10.10. An illustration of how to properly interpret a dendrogram with
nine observations in two-dimensional space. Left: A dendrogram generated using
Euclidean distance and complete linkage. Observations 5 and 7 are quite similar
to each other, as are observations 1 and 6. However, observation 9 is no more
similar to observation 2 than it is to observations 8, 5, and 7, even though obser-
vations 9 and 2 are close together in terms of horizontal distance. This is because
observations 2, 8, 5, and 7 all fuse with observation 9 at the same height, approx-
imately 1.8. Right: The raw data used to generate the dendrogram can be used to
confirm that indeed, observation 9 is no more similar to observation 2 than it is
to observations 8, 5, and 7.

drogram, as shown in the center and right-hand panels of Figure 10.9. The
distinct sets of observations beneath the cut can be interpreted as clusters.
In the center panel of Figure 10.9, cutting the dendrogram at a height of
9 results in two clusters, shown in distinct colors. In the right-hand panel,
cutting the dendrogram at a height of 5 results in three clusters. Further
cuts can be made as one descends the dendrogram in order to obtain any
number of clusters, between 1 (corresponding to no cut) and n (correspond-
ing to a cut at height 0, so that each observation is in its own cluster). In
other words, the height of the cut to the dendrogram serves the same role as
the K in K-means clustering: it controls the number of clusters obtained.
Figure 10.9 therefore highlights a very attractive aspect of hierarchical

clustering: one single dendrogram can be used to obtain any number of
clusters. In practice, people often look at the dendrogram and select by eye
a sensible number of clusters, based on the heights of the fusion and the
number of clusters desired. In the case of Figure 10.9, one might choose to
select either two or three clusters. However, often the choice of where to
cut the dendrogram is not so clear.
The term hierarchical refers to the fact that clusters obtained by cutting

the dendrogram at a given height are necessarily nested within the clusters
obtained by cutting the dendrogram at any greater height. However, on



Interpretation 
•  Each “leaf” of the dendogram 

represents one of the 45 
observations 

•  At the bottom of the dendogram, 
each observation is a distinct leaf. 
However, as we move up the tree, 
some leaves begin to fuse. These 
correspond to observations that are 
similar to each other. 

•  As we move higher up the tree, an 
increasing number of observations 
have fused. The earlier (lower in the 
tree) two observations fuse, the 
more similar they are to each other. 

•  Observations that fuse later are 
quite different 
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FIGURE 10.8. 45 observations generated in 2-dimensional space. In reality
there are three distinct classes, shown in separate colors. However, we will treat
these class labels as unknown and will seek to cluster the observations in order to
discover the classes from the data.

three-class model; the true class labels for each observation are shown in
distinct colors. However, suppose that the data were observed without the
class labels, and that we wanted to perform hierarchical clustering of the
data. Hierarchical clustering (with complete linkage, to be discussed later)
yields the result shown in the left-hand panel of Figure 10.9. How can we
interpret this dendrogram?
In the left-hand panel of Figure 10.9, each leaf of the dendrogram rep-

resents one of the 45 observations in Figure 10.8. However, as we move
up the tree, some leaves begin to fuse into branches. These correspond to
observations that are similar to each other. As we move higher up the tree,
branches themselves fuse, either with leaves or other branches. The earlier
(lower in the tree) fusions occur, the more similar the groups of observa-
tions are to each other. On the other hand, observations that fuse later
(near the top of the tree) can be quite different. In fact, this statement
can be made precise: for any two observations, we can look for the point in
the tree where branches containing those two observations are first fused.
The height of this fusion, as measured on the vertical axis, indicates how
different the two observations are. Thus, observations that fuse at the very
bottom of the tree are quite similar to each other, whereas observations
that fuse close to the top of the tree will tend to be quite different.
This highlights a very important point in interpreting dendrograms that

is often misunderstood. Consider the left-hand panel of Figure 10.10, which
shows a simple dendrogram obtained from hierarchically clustering nine ob-
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FIGURE 10.9. Left: Dendrogram obtained from hierarchically clustering the
data from Figure 10.8 with complete linkage and Euclidean distance. Center: The
dendrogram from the left-hand panel, cut at a height of 9 (indicated by the dashed
line). This cut results in two distinct clusters, shown in different colors. Right:
The dendrogram from the left-hand panel, now cut at a height of 5. This cut
results in three distinct clusters, shown in different colors. Note that the colors
were not used in clustering, but are simply used for display purposes in this figure.

servations. One can see that observations 5 and 7 are quite similar to each
other, since they fuse at the lowest point on the dendrogram. Observations
1 and 6 are also quite similar to each other. However, it is tempting but
incorrect to conclude from the figure that observations 9 and 2 are quite
similar to each other on the basis that they are located near each other on
the dendrogram. In fact, based on the information contained in the den-
drogram, observation 9 is no more similar to observation 2 than it is to
observations 8, 5, and 7. (This can be seen from the right-hand panel of
Figure 10.10, in which the raw data are displayed.) To put it mathemat-
ically, there are 2n−1 possible reorderings of the dendrogram, where n is
the number of leaves. This is because at each of the n − 1 points where
fusions occur, the positions of the two fused branches could be swapped
without affecting the meaning of the dendrogram. Therefore, we cannot
draw conclusions about the similarity of two observations based on their
proximity along the horizontal axis. Rather, we draw conclusions about
the similarity of two observations based on the location on the vertical axis
where branches containing those two observations first are fused.
Now that we understand how to interpret the left-hand panel of Fig-

ure 10.9, we can move on to the issue of identifying clusters on the basis of
a dendrogram. In order to do this, we make a horizontal cut across the den-



Choosing Clusters 
•  To choose clusters we draw lines across the dendogram 
• We can form any number of clusters depending on where 

we draw the break point. 
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FIGURE 10.9. Left: Dendrogram obtained from hierarchically clustering the
data from Figure 10.8 with complete linkage and Euclidean distance. Center: The
dendrogram from the left-hand panel, cut at a height of 9 (indicated by the dashed
line). This cut results in two distinct clusters, shown in different colors. Right:
The dendrogram from the left-hand panel, now cut at a height of 5. This cut
results in three distinct clusters, shown in different colors. Note that the colors
were not used in clustering, but are simply used for display purposes in this figure.

servations. One can see that observations 5 and 7 are quite similar to each
other, since they fuse at the lowest point on the dendrogram. Observations
1 and 6 are also quite similar to each other. However, it is tempting but
incorrect to conclude from the figure that observations 9 and 2 are quite
similar to each other on the basis that they are located near each other on
the dendrogram. In fact, based on the information contained in the den-
drogram, observation 9 is no more similar to observation 2 than it is to
observations 8, 5, and 7. (This can be seen from the right-hand panel of
Figure 10.10, in which the raw data are displayed.) To put it mathemat-
ically, there are 2n−1 possible reorderings of the dendrogram, where n is
the number of leaves. This is because at each of the n − 1 points where
fusions occur, the positions of the two fused branches could be swapped
without affecting the meaning of the dendrogram. Therefore, we cannot
draw conclusions about the similarity of two observations based on their
proximity along the horizontal axis. Rather, we draw conclusions about
the similarity of two observations based on the location on the vertical axis
where branches containing those two observations first are fused.
Now that we understand how to interpret the left-hand panel of Fig-

ure 10.9, we can move on to the issue of identifying clusters on the basis of
a dendrogram. In order to do this, we make a horizontal cut across the den-

One Cluster Two Clusters Three Clusters 



Algorithm (Agglomerative Approach) 
•  The dendogram is produced as follows: 

•  Start with each point as a separate cluster (n clusters) 

•  Calculate a measure of dissimilarity between all points/ clusters 

•  Fuse two clusters that are most similar so that there are now n-1 
clusters 

•  Fuse next two most similar clusters so there are now n-2 clusters 

•  Continue until there is only 1 cluster 
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An Example 
• Start with 9 clusters 
•  Fuse 5 and 7 
•  Fuse 6 and 1 
•  Fuse the (5,7) cluster 

with 8. 
• Continue until all 

observations are fused. 
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FIGURE 10.11. An illustration of the first few steps of the hierarchical
clustering algorithm, using the data from Figure 10.10, with complete linkage
and Euclidean distance. Top Left: Initially, there are nine distinct clusters,
{1}, {2}, . . . , {9}. Top Right: The two clusters that are closest together, {5} and
{7}, are fused into a single cluster. Bottom Left: The two clusters that are clos-
est together, {6} and {1}, are fused into a single cluster. Bottom Right: The
two clusters that are closest together using complete linkage, {8} and the cluster
{5, 7}, are fused into a single cluster.



How do we define dissimilarity? 
•  Implementing hierarchical clustering involves one obvious 

issue 
• How do we define the dissimilarity, or linkage, between 

the fused (5,7) cluster and 8? 
•  There are four options: 

•  Complete Linkage 
•  Single Linkage 
•  Average Linkage 
•  Centriod Linkage 
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Linkage Methods: Distance Between 
Clusters 
• Complete Linkage: Largest distance between 

observations 
• Single Linkage: Smallest distance between observations 
• Average Linkage: Average distance between 

observations 
• Centroid: distance between centroids of the observations 
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Linkage Can be Important 
•  Here we have three clustering results for the same data 
•  The only difference is the linkage method but the results are very 

different 
•  Complete and average linkage tend to yield evenly sized clusters 

whereas single linkage tends to yield extended clusters to which 
single leaves are fused one by one. 
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Average Linkage Complete Linkage Single Linkage

FIGURE 10.12. Average, complete, and single linkage applied to an example
data set. Average and complete linkage tend to yield more balanced clusters.

This algorithm seems simple enough, but one issue has not been ad-
dressed. Consider the bottom right panel in Figure 10.11. How did we
determine that the cluster {5, 7} should be fused with the cluster {8}? We
have a concept of the dissimilarity between pairs of observations, but how
do we define the dissimilarity between two clusters if one or both of the clus-
ters contains multiple observations? The concept of dissimilarity between
a pair of observations needs to be extended to a pair of groups of observa-
tions. This extension is achieved by developing the notion of linkage, which

linkage
defines the dissimilarity between two groups of observations. The four most
common types of linkage — complete, average, single, and centroid — are
briefly described in Table 10.2. Average, complete, and single linkage are
most popular among statisticians. Average and complete linkage are gen-
erally preferred over single linkage, as they tend to yield more balanced
dendrograms. Centroid linkage is often used in genomics, but suffers from
a major drawback in that an inversion can occur, whereby two clusters are

inversion
fused at a height below either of the individual clusters in the dendrogram.
This can lead to difficulties in visualization as well as in interpretation of
the dendrogram. The dissimilarities computed in Step 2(b) of the hierar-
chical clustering algorithm will depend on the type of linkage used, as well
as on the choice of dissimilarity measure. Hence, the resulting dendrogram
typically depends quite strongly on the type of linkage used, as is shown in
Figure 10.12.



Choice of Dissimilarity Measure 
• So far, we have considered using Euclidean distance as 

the dissimilarity measure 

• However, an alternative measure that could make sense 
in some cases is the correlation based distance 

IOM 530: Intro. to Statistical Learning  23 



Comparing Dissimilarity Measures 
•  In this example, we have 3 observations and p = 20 

variables 
•  In terms of Euclidean distance obs. 1 and 3 are similar 
• However, obs. 1 and 2 are highly correlated so would be 

considered similar in terms of correlation measure 
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FIGURE 10.13. Three observations with measurements on 20 variables are
shown. Observations 1 and 3 have similar values for each variable and so there
is a small Euclidean distance between them. But they are very weakly correlated,
so they have a large correlation-based distance. On the other hand, observations
1 and 2 have quite different values for each variable, and so there is a large
Euclidean distance between them. But they are highly correlated, so there is a
small correlation-based distance between them.

given item (i.e. a 0 if the shopper has never purchased this item, a 1 if the
shopper has purchased it once, etc.) What type of dissimilarity measure
should be used to cluster the shoppers? If Euclidean distance is used, then
shoppers who have bought very few items overall (i.e. infrequent users of
the online shopping site) will be clustered together. This may not be desir-
able. On the other hand, if correlation-based distance is used, then shoppers
with similar preferences (e.g. shoppers who have bought items A and B but
never items C or D) will be clustered together, even if some shoppers with
these preferences are higher-volume shoppers than others. Therefore, for
this application, correlation-based distance may be a better choice.
In addition to carefully selecting the dissimilarity measure used, one must

also consider whether or not the variables should be scaled to have stan-
dard deviation one before the dissimilarity between the observations is
computed. To illustrate this point, we continue with the online shopping
example just described. Some items may be purchased more frequently than
others; for instance, a shopper might buy ten pairs of socks a year, but a
computer very rarely. High-frequency purchases like socks therefore tend
to have a much larger effect on the inter-shopper dissimilarities, and hence
on the clustering ultimately obtained, than rare purchases like computers.
This may not be desirable. If the variables are scaled to have standard de-



Online Shopping Example 
• Suppose we record the number of purchases of each item 

(columns) for each customer (rows) 

• Using Euclidean distance, customers who have 
purchases very little will be clustered together 

• Using correlation measure, customers who tend to 
purchase the same types of products will be clustered 
together even if the magnitude of their purchase may be 
quite different 
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Standardizing the Variables 
• Consider an online shop that sells two items: socks and 

computers 
•  Left: In terms of quantity, socks have higher weight 
•  Center: After standardizing, socks and computers have equal 

weight 
•  Right: In terms of dollar sales, computers have higher weight 
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FIGURE 10.14. An eclectic online retailer sells two items: socks and comput-
ers. Left: The number of pairs of socks, and computers, purchased by eight online
shoppers is displayed. Each shopper is shown in a different color. If inter-observa-
tion dissimilarities are computed using Euclidean distance on the raw variables,
then the number of socks purchased by an individual will drive the dissimilari-
ties obtained, and the number of computers purchased will have little effect. This
might be undesirable, since (1) computers are more expensive than socks and so
the online retailer may be more interested in encouraging shoppers to buy com-
puters than socks, and (2) a large difference in the number of socks purchased by
two shoppers may be less informative about the shoppers’ overall shopping prefer-
ences than a small difference in the number of computers purchased. Center: The
same data is shown, after scaling each variable by its standard deviation. Now
the number of computers purchased will have a much greater effect on the in-
ter-observation dissimilarities obtained. Right: The same data are displayed, but
now the y-axis represents the number of dollars spent by each online shopper on
socks and on computers. Since computers are much more expensive than socks,
now computer purchase history will drive the inter-observation dissimilarities ob-
tained.



FINAL THOUGHTS 
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Practical Issues in Clustering  
•  In order to perform clustering, some decisions must be 

made:  
•  Should the features first be standardized? i.e. Have the variables 

centered to have a mean of zero and standard deviation of one. 
•  In case of hierarchical clustering: 

•  What dissimilarity measure should be used? 
•  What type of linkage should be used? 
•  Where should we cut the dendogram in order to obtain clusters? 

•  In case of K-means clustering: 
•  How many clusters should we look for the data? 

•  In practice, we try several different choices, and look for 
the one with the most useful or interpretable solution. 
There is no single right answer!  
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Final Thoughts 
• Most importantly, one must be careful about how the 

results of a clustering analysis are reported 

•  These results should not be taken as the absolute truth 
about a data set 

• Rather, they should constitute a starting point for the 
developments of a scientific hypothesis and further study, 
preferably on independent data 
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Exercise  
• Suppose that we have 5 observations, for which we 

compute a similarity (distance) matrix as follows:  

• On the basis of the similarity matrix, sketch the 
dendogram that results from hierarchically clustering 
these 5 observations using complete linkage.  
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A B C D E 

A 0 

B 9 0 

C 3 7 0 

D 6 5 9 0 

E 11 10 2 8 0 


