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LINEAR DISCRIMINANT ANALYSIS (LDA)   &  
 
QUADRATIC DISCRIMINANT ANALYSIS (QDA) 
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Outline 
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• Overview of LDA 
• Why not Logistic Regression? 
• Estimating Bayes’ Classifier 
•  LDA Example with One Predictor (p=1) 
•  LDA Example with more than One Predictor (P>1) 
•  LDA on Default Data 
• Overview of QDA 
• Comparison between LDA and QDA 



Linear Discriminant Analysis  
•  LDA  undertakes the same task as Logistic Regression. It 

classifies data based on categorical variables  
•  Making profit or not 
•  Buy a product or not 
•  Satisfied customer or not 
•  Political party voting intention 
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Why Linear? Why Discriminant?  
•  LDA involves the determination of linear equation (just like 

linear regression) that will predict which group the case 
belongs to. 

•  D: discriminant function 
•  v: discriminant coefficient or weight for the variable 
•  X: variable 
•  a: constant   
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D = v1X1 + v2X2 +...+ viXi +a



Purpose of LDA 
• Choose the v’s in a way to maximize the distance 

between the means of different categories 

• Good predictors tend to have large v’s (weight) 

• We want to discriminate between the different categories 

•  Think of food recipe. Changing the proportions (weights) 
of the ingredients will change the characteristics of the 
finished cakes. Hopefully that will produce different types 
of cake! 
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Assumptions of LDA  
•  The observations are a random sample 

• Each predictor variable is normally distributed 
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Why not Logistic Regression? 
•  Logistic regression is unstable when the classes are well 

separated 

•  In the case where n is small, and the distribution of 
predictors X is approximately normal, then LDA is more 
stable than Logistic Regression 

•  LDA is more popular when we have more than two 
response classes 
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Bayes’ Classifier 
• Bayes’ classifier is the golden standard. Unfortunately, it is 

unattainable. 

• So far, we have estimated it with two methods:  
•  KNN classifier 
•  Logistic Regression 
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Estimating Bayes’ Classifier 
• With Logistic Regression we modeled the probability of Y 

being from the kth class as 

                = 
• However, Bayes’ Theorem states 

  
                 = 
 
 

 : Probability of coming from class k (prior probability) 
 

 : Density function for X given that X is an observation from class k 
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possible distinct and unordered values. Let πk represent the overall or prior
prior

probability that a randomly chosen observation comes from the kth class;
this is the probability that a given observation is associated with the kth
category of the response variable Y . Let fk(X) ≡ Pr(X = x|Y = k) denote
the density function of X for an observation that comes from the kth class.

density function
In other words, fk(x) is relatively large if there is a high probability that
an observation in the kth class has X ≈ x, and fk(x) is small if it is very
unlikely that an observation in the kth class has X ≈ x. Then Bayes’
theorem states that

Bayes’ theorem

Pr(Y = k|X = x) =
πkfk(x)!K
l=1 πlfl(x)

. (4.10)

In accordance with our earlier notation, we will use the abbreviation pk(X) =
Pr(Y = k|X). This suggests that instead of directly computing pk(X) as in
Section 4.3.1, we can simply plug in estimates of πk and fk(X) into (4.10).
In general, estimating πk is easy if we have a random sample of Y s from
the population: we simply compute the fraction of the training observa-
tions that belong to the kth class. However, estimating fk(X) tends to be
more challenging, unless we assume some simple forms for these densities.
We refer to pk(x) as the posterior probability that an observation X = x

posterior
belongs to the kth class. That is, it is the probability that the observation
belongs to the kth class, given the predictor value for that observation.
We know from Chapter 2 that the Bayes classifier, which classifies an

observation to the class for which pk(X) is largest, has the lowest possible
error rate out of all classifiers. (This is of course only true if the terms
in (4.10) are all correctly specified.) Therefore, if we can find a way to
estimate fk(X), then we can develop a classifier that approximates the
Bayes classifier. Such an approach is the topic of the following sections.

4.4.2 Linear Discriminant Analysis for p = 1

For now, assume that p = 1 — that is, we have only one predictor. We
would like to obtain an estimate for fk(x) that we can plug into (4.10) in
order to estimate pk(x). We will then classify an observation to the class
for which pk(x) is greatest. In order to estimate fk, we will first make some
assumptions about its form.
Suppose we assume that fk is normal orGaussian. In the one-dimensional

normal
Gaussiansetting, the normal density takes the form

fk(x) =
1√
2πσk

exp

"
− 1

2σ2
k

(x− µk)
2

#
, (4.11)

where µk and σ2
k are the mean and variance parameters for the kth class.

For now, let us further assume that σ2
1 = . . . = σ2

K : that is, there is a shared
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If we use this approach to predict default=Yes using balance, then we
obtain the model shown in the left-hand panel of Figure 4.2. Here we see
the problem with this approach: for balances close to zero we predict a
negative probability of default; if we were to predict for very large balances,
we would get values bigger than 1. These predictions are not sensible, since
of course the true probability of default, regardless of credit card balance,
must fall between 0 and 1. This problem is not unique to the credit default
data. Any time a straight line is fit to a binary response that is coded as
0 or 1, in principle we can always predict p(X) < 0 for some values of X
and p(X) > 1 for others (unless the range of X is limited).
To avoid this problem, we must model p(X) using a function that gives

outputs between 0 and 1 for all values of X . Many functions meet this
description. In logistic regression, we use the logistic function,

logistic function

p(X) =
eβ0+β1X

1 + eβ0+β1X
. (4.2)

To fit the model (4.2), we use a method called maximum likelihood, which
maximum
likelihoodwe discuss in the next section. The right-hand panel of Figure 4.2 illustrates

the fit of the logistic regression model to the Default data. Notice that for
low balances we now predict the probability of default as close to, but never
below, zero. Likewise, for high balances we predict a default probability
close to, but never above, one. The logistic function will always produce
an S-shaped curve of this form, and so regardless of the value of X , we
will obtain a sensible prediction. We also see that the logistic model is
better able to capture the range of probabilities than is the linear regression
model in the left-hand plot. The average fitted probability in both cases is
0.0333 (averaged over the training data), which is the same as the overall
proportion of defaulters in the data set.
After a bit of manipulation of (4.2), we find that

p(X)

1− p(X)
= eβ0+β1X . (4.3)

The quantity p(X)/[1−p(X)] is called the odds, and can take on any value
odds

between 0 and ∞. Values of the odds close to 0 and ∞ indicate very low
and very high probabilities of default, respectively. For example, on average
1 in 5 people with an odds of 1/4 will default, since p(X) = 0.2 implies
an odds of 0.2

1−0.2 = 1/4. Likewise on average 9 out of every 10 people with

an odds of 9 will default, since p(X) = 0.9 implies an odds of 0.9
1−0.9 = 9.

Odds are traditionally used instead of probabilities in horse-racing, since
they relate more naturally to the correct betting strategy.
By taking the logarithm of both sides of (4.3), we arrive at

log

!
p(X)

1− p(X)

"
= β0 + β1X. (4.4)
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Estimate       and  
• We can estimate       and          to compute 

•  The most common model for          is the Normal Density  

  
• Using the density, we only need to estimate three 

quantities to compute   
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Bayes’ theorem

Pr(Y = k|X = x) =
πkfk(x)!K
l=1 πlfl(x)

. (4.10)

In accordance with our earlier notation, we will use the abbreviation pk(X) =
Pr(Y = k|X). This suggests that instead of directly computing pk(X) as in
Section 4.3.1, we can simply plug in estimates of πk and fk(X) into (4.10).
In general, estimating πk is easy if we have a random sample of Y s from
the population: we simply compute the fraction of the training observa-
tions that belong to the kth class. However, estimating fk(X) tends to be
more challenging, unless we assume some simple forms for these densities.
We refer to pk(x) as the posterior probability that an observation X = x

posterior
belongs to the kth class. That is, it is the probability that the observation
belongs to the kth class, given the predictor value for that observation.
We know from Chapter 2 that the Bayes classifier, which classifies an

observation to the class for which pk(X) is largest, has the lowest possible
error rate out of all classifiers. (This is of course only true if the terms
in (4.10) are all correctly specified.) Therefore, if we can find a way to
estimate fk(X), then we can develop a classifier that approximates the
Bayes classifier. Such an approach is the topic of the following sections.

4.4.2 Linear Discriminant Analysis for p = 1

For now, assume that p = 1 — that is, we have only one predictor. We
would like to obtain an estimate for fk(x) that we can plug into (4.10) in
order to estimate pk(x). We will then classify an observation to the class
for which pk(x) is greatest. In order to estimate fk, we will first make some
assumptions about its form.
Suppose we assume that fk is normal orGaussian. In the one-dimensional

normal
Gaussiansetting, the normal density takes the form

fk(x) =
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#
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where µk and σ2
k are the mean and variance parameters for the kth class.

For now, let us further assume that σ2
1 = . . . = σ2

K : that is, there is a shared
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If we use this approach to predict default=Yes using balance, then we
obtain the model shown in the left-hand panel of Figure 4.2. Here we see
the problem with this approach: for balances close to zero we predict a
negative probability of default; if we were to predict for very large balances,
we would get values bigger than 1. These predictions are not sensible, since
of course the true probability of default, regardless of credit card balance,
must fall between 0 and 1. This problem is not unique to the credit default
data. Any time a straight line is fit to a binary response that is coded as
0 or 1, in principle we can always predict p(X) < 0 for some values of X
and p(X) > 1 for others (unless the range of X is limited).
To avoid this problem, we must model p(X) using a function that gives

outputs between 0 and 1 for all values of X . Many functions meet this
description. In logistic regression, we use the logistic function,

logistic function

p(X) =
eβ0+β1X

1 + eβ0+β1X
. (4.2)

To fit the model (4.2), we use a method called maximum likelihood, which
maximum
likelihoodwe discuss in the next section. The right-hand panel of Figure 4.2 illustrates

the fit of the logistic regression model to the Default data. Notice that for
low balances we now predict the probability of default as close to, but never
below, zero. Likewise, for high balances we predict a default probability
close to, but never above, one. The logistic function will always produce
an S-shaped curve of this form, and so regardless of the value of X , we
will obtain a sensible prediction. We also see that the logistic model is
better able to capture the range of probabilities than is the linear regression
model in the left-hand plot. The average fitted probability in both cases is
0.0333 (averaged over the training data), which is the same as the overall
proportion of defaulters in the data set.
After a bit of manipulation of (4.2), we find that

p(X)

1− p(X)
= eβ0+β1X . (4.3)

The quantity p(X)/[1−p(X)] is called the odds, and can take on any value
odds

between 0 and ∞. Values of the odds close to 0 and ∞ indicate very low
and very high probabilities of default, respectively. For example, on average
1 in 5 people with an odds of 1/4 will default, since p(X) = 0.2 implies
an odds of 0.2

1−0.2 = 1/4. Likewise on average 9 out of every 10 people with

an odds of 9 will default, since p(X) = 0.9 implies an odds of 0.9
1−0.9 = 9.

Odds are traditionally used instead of probabilities in horse-racing, since
they relate more naturally to the correct betting strategy.
By taking the logarithm of both sides of (4.3), we arrive at

log

!
p(X)

1− p(X)

"
= β0 + β1X. (4.4)
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probability that a randomly chosen observation comes from the kth class;
this is the probability that a given observation is associated with the kth
category of the response variable Y . Let fk(X) ≡ Pr(X = x|Y = k) denote
the density function of X for an observation that comes from the kth class.

density function
In other words, fk(x) is relatively large if there is a high probability that
an observation in the kth class has X ≈ x, and fk(x) is small if it is very
unlikely that an observation in the kth class has X ≈ x. Then Bayes’
theorem states that

Bayes’ theorem

Pr(Y = k|X = x) =
πkfk(x)!K
l=1 πlfl(x)

. (4.10)

In accordance with our earlier notation, we will use the abbreviation pk(X) =
Pr(Y = k|X). This suggests that instead of directly computing pk(X) as in
Section 4.3.1, we can simply plug in estimates of πk and fk(X) into (4.10).
In general, estimating πk is easy if we have a random sample of Y s from
the population: we simply compute the fraction of the training observa-
tions that belong to the kth class. However, estimating fk(X) tends to be
more challenging, unless we assume some simple forms for these densities.
We refer to pk(x) as the posterior probability that an observation X = x

posterior
belongs to the kth class. That is, it is the probability that the observation
belongs to the kth class, given the predictor value for that observation.
We know from Chapter 2 that the Bayes classifier, which classifies an

observation to the class for which pk(X) is largest, has the lowest possible
error rate out of all classifiers. (This is of course only true if the terms
in (4.10) are all correctly specified.) Therefore, if we can find a way to
estimate fk(X), then we can develop a classifier that approximates the
Bayes classifier. Such an approach is the topic of the following sections.

4.4.2 Linear Discriminant Analysis for p = 1

For now, assume that p = 1 — that is, we have only one predictor. We
would like to obtain an estimate for fk(x) that we can plug into (4.10) in
order to estimate pk(x). We will then classify an observation to the class
for which pk(x) is greatest. In order to estimate fk, we will first make some
assumptions about its form.
Suppose we assume that fk is normal orGaussian. In the one-dimensional

normal
Gaussiansetting, the normal density takes the form

fk(x) =
1√
2πσk

exp
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where µk and σ2
k are the mean and variance parameters for the kth class.

For now, let us further assume that σ2
1 = . . . = σ2
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error rate out of all classifiers. (This is of course only true if the terms
in (4.10) are all correctly specified.) Therefore, if we can find a way to
estimate fk(X), then we can develop a classifier that approximates the
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order to estimate pk(x). We will then classify an observation to the class
for which pk(x) is greatest. In order to estimate fk, we will first make some
assumptions about its form.
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estimate fk(X), then we can develop a classifier that approximates the
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If we use this approach to predict default=Yes using balance, then we
obtain the model shown in the left-hand panel of Figure 4.2. Here we see
the problem with this approach: for balances close to zero we predict a
negative probability of default; if we were to predict for very large balances,
we would get values bigger than 1. These predictions are not sensible, since
of course the true probability of default, regardless of credit card balance,
must fall between 0 and 1. This problem is not unique to the credit default
data. Any time a straight line is fit to a binary response that is coded as
0 or 1, in principle we can always predict p(X) < 0 for some values of X
and p(X) > 1 for others (unless the range of X is limited).
To avoid this problem, we must model p(X) using a function that gives

outputs between 0 and 1 for all values of X . Many functions meet this
description. In logistic regression, we use the logistic function,

logistic function

p(X) =
eβ0+β1X

1 + eβ0+β1X
. (4.2)

To fit the model (4.2), we use a method called maximum likelihood, which
maximum
likelihoodwe discuss in the next section. The right-hand panel of Figure 4.2 illustrates

the fit of the logistic regression model to the Default data. Notice that for
low balances we now predict the probability of default as close to, but never
below, zero. Likewise, for high balances we predict a default probability
close to, but never above, one. The logistic function will always produce
an S-shaped curve of this form, and so regardless of the value of X , we
will obtain a sensible prediction. We also see that the logistic model is
better able to capture the range of probabilities than is the linear regression
model in the left-hand plot. The average fitted probability in both cases is
0.0333 (averaged over the training data), which is the same as the overall
proportion of defaulters in the data set.
After a bit of manipulation of (4.2), we find that

p(X)

1− p(X)
= eβ0+β1X . (4.3)

The quantity p(X)/[1−p(X)] is called the odds, and can take on any value
odds

between 0 and ∞. Values of the odds close to 0 and ∞ indicate very low
and very high probabilities of default, respectively. For example, on average
1 in 5 people with an odds of 1/4 will default, since p(X) = 0.2 implies
an odds of 0.2

1−0.2 = 1/4. Likewise on average 9 out of every 10 people with

an odds of 9 will default, since p(X) = 0.9 implies an odds of 0.9
1−0.9 = 9.

Odds are traditionally used instead of probabilities in horse-racing, since
they relate more naturally to the correct betting strategy.
By taking the logarithm of both sides of (4.3), we arrive at

log

!
p(X)

1− p(X)

"
= β0 + β1X. (4.4)



Use Training Data set for Estimation 
•  The mean          could be estimated by  the average of all 

training observations from the kth class.  
•  The variance        could be estimated as the weighted 

average of variances of all k classes. 
• And,        is estimated as the proportion of the training 

observations that belong to the kth class.        
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the density function of X for an observation that comes from the kth class.

density function
In other words, fk(x) is relatively large if there is a high probability that
an observation in the kth class has X ≈ x, and fk(x) is small if it is very
unlikely that an observation in the kth class has X ≈ x. Then Bayes’
theorem states that
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In accordance with our earlier notation, we will use the abbreviation pk(X) =
Pr(Y = k|X). This suggests that instead of directly computing pk(X) as in
Section 4.3.1, we can simply plug in estimates of πk and fk(X) into (4.10).
In general, estimating πk is easy if we have a random sample of Y s from
the population: we simply compute the fraction of the training observa-
tions that belong to the kth class. However, estimating fk(X) tends to be
more challenging, unless we assume some simple forms for these densities.
We refer to pk(x) as the posterior probability that an observation X = x

posterior
belongs to the kth class. That is, it is the probability that the observation
belongs to the kth class, given the predictor value for that observation.
We know from Chapter 2 that the Bayes classifier, which classifies an

observation to the class for which pk(X) is largest, has the lowest possible
error rate out of all classifiers. (This is of course only true if the terms
in (4.10) are all correctly specified.) Therefore, if we can find a way to
estimate fk(X), then we can develop a classifier that approximates the
Bayes classifier. Such an approach is the topic of the following sections.

4.4.2 Linear Discriminant Analysis for p = 1

For now, assume that p = 1 — that is, we have only one predictor. We
would like to obtain an estimate for fk(x) that we can plug into (4.10) in
order to estimate pk(x). We will then classify an observation to the class
for which pk(x) is greatest. In order to estimate fk, we will first make some
assumptions about its form.
Suppose we assume that fk is normal orGaussian. In the one-dimensional
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Pr(Y = k|X). This suggests that instead of directly computing pk(X) as in
Section 4.3.1, we can simply plug in estimates of πk and fk(X) into (4.10).
In general, estimating πk is easy if we have a random sample of Y s from
the population: we simply compute the fraction of the training observa-
tions that belong to the kth class. However, estimating fk(X) tends to be
more challenging, unless we assume some simple forms for these densities.
We refer to pk(x) as the posterior probability that an observation X = x

posterior
belongs to the kth class. That is, it is the probability that the observation
belongs to the kth class, given the predictor value for that observation.
We know from Chapter 2 that the Bayes classifier, which classifies an

observation to the class for which pk(X) is largest, has the lowest possible
error rate out of all classifiers. (This is of course only true if the terms
in (4.10) are all correctly specified.) Therefore, if we can find a way to
estimate fk(X), then we can develop a classifier that approximates the
Bayes classifier. Such an approach is the topic of the following sections.

4.4.2 Linear Discriminant Analysis for p = 1

For now, assume that p = 1 — that is, we have only one predictor. We
would like to obtain an estimate for fk(x) that we can plug into (4.10) in
order to estimate pk(x). We will then classify an observation to the class
for which pk(x) is greatest. In order to estimate fk, we will first make some
assumptions about its form.
Suppose we assume that fk is normal orGaussian. In the one-dimensional

normal
Gaussiansetting, the normal density takes the form
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where µk and σ2
k are the mean and variance parameters for the kth class.

For now, let us further assume that σ2
1 = . . . = σ2

K : that is, there is a shared
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possible distinct and unordered values. Let πk represent the overall or prior
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variance term across all K classes, which for simplicity we can denote by
σ2. Plugging (4.11) into (4.10), we find that

pk(x) =
πk

1√
2πσ

exp
!
− 1

2σ2 (x− µk)2
"

#K
l=1 πl

1√
2πσ

exp
!
− 1

2σ2 (x− µl)2
" . (4.12)

(Note that in (4.12), πk denotes the prior probability that an observation
belongs to the kth class, not to be confused with π ≈ 3.14159, the math-
ematical constant.) The Bayes classifier involves assigning an observation
X = x to the class for which (4.12) is largest. Taking the log of (4.12)
and rearranging the terms, it is not hard to show that this is equivalent to
assigning the observation to the class for which

δk(x) = x · µk

σ2
− µ2

k

2σ2
+ log(πk) (4.13)

is largest. For instance, if K = 2 and π1 = π2, then the Bayes classifier
assigns an observation to class 1 if 2x (µ1 − µ2) > µ2

1 − µ2
2, and to class

2 otherwise. In this case, the Bayes decision boundary corresponds to the
point where

x =
µ2
1 − µ2

2

2(µ1 − µ2)
=

µ1 + µ2

2
. (4.14)

An example is shown in the left-hand panel of Figure 4.4. The two normal
density functions that are displayed, f1(x) and f2(x), represent two distinct
classes. The mean and variance parameters for the two density functions
are µ1 = −1.25, µ2 = 1.25, and σ2

1 = σ2
2 = 1. The two densities overlap,

and so given that X = x, there is some uncertainty about the class to which
the observation belongs. If we assume that an observation is equally likely
to come from either class — that is, π1 = π2 = 0.5 — then by inspection
of (4.14), we see that the Bayes classifier assigns the observation to class 1
if x < 0 and class 2 otherwise. Note that in this case, we can compute
the Bayes classifier because we know that X is drawn from a Gaussian
distribution within each class, and we know all of the parameters involved.
In a real-life situation, we are not able to calculate the Bayes classifier.
In practice, even if we are quite certain of our assumption thatX is drawn

from a Gaussian distribution within each class, we still have to estimate
the parameters µ1, . . . , µK , π1, . . . ,πK , and σ2. The linear discriminant
analysis (LDA) method approximates the Bayes classifier by plugging esti-

linear discriminant
analysismates for πk, µk, and σ2 into (4.13). In particular, the following estimates

are used:

µ̂k =
1

nk

$

i:yi=k

xi

σ̂2 =
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n−K

K$

k=1

$

i:yi=k

(xi − µ̂k)
2 (4.15)
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FIGURE 4.4. Left: Two one-dimensional normal density functions are shown.
The dashed vertical line represents the Bayes decision boundary. Right: 20 obser-
vations were drawn from each of the two classes, and are shown as histograms.
The Bayes decision boundary is again shown as a dashed vertical line. The solid
vertical line represents the LDA decision boundary estimated from the training
data.

where n is the total number of training observations, and nk is the number
of training observations in the kth class. The estimate for µk is simply the
average of all the training observations from the kth class, while σ̂2 can
be seen as a weighted average of the sample variances for each of the K
classes. Sometimes we have knowledge of the class membership probabili-
ties π1, . . . ,πK , which can be used directly. In the absence of any additional
information, LDA estimates πk using the proportion of the training obser-
vations that belong to the kth class. In other words,

π̂k = nk/n. (4.16)

The LDA classifier plugs the estimates given in (4.15) and (4.16) into (4.13),
and assigns an observation X = x to the class for which

δ̂k(x) = x · µ̂k

σ̂2
− µ̂2

k

2σ̂2
+ log(π̂k) (4.17)

is largest. The word linear in the classifier’s name stems from the fact
that the discriminant functions δ̂k(x) in (4.17) are linear functions of x (as

discriminant
functionopposed to a more complex function of x).

The right-hand panel of Figure 4.4 displays a histogram of a random
sample of 20 observations from each class. To implement LDA, we began
by estimating πk, µk, and σ2 using (4.15) and (4.16). We then computed the
decision boundary, shown as a black solid line, that results from assigning
an observation to the class for which (4.17) is largest. All points to the left
of this line will be assigned to the green class, while points to the right of
this line are assigned to the purple class. In this case, since n1 = n2 = 20,
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A Simple Example with One Predictor (p =1) 
• Suppose we have only one predictor (p = 1) 
•  Two normal density function f1(x) and f2(x), represent two 

distinct classes 
•  The two density functions overlap, so there is some 

uncertainty about the class to which an observation with 
an unknown class belongs 

•  The dashed vertical line represents Bayes’ decision 
boundary   
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Apply LDA 
•  LDA starts by assuming that each class has a normal 

distribution with a common variance  

•  The mean and the variance are estimated  

•  Finally, Bayes’ theorem is used to compute pk and the 
observation is assigned to the class with the maximum 
probability among all k probabilities 
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•  20 observations were drawn from each of the two classes 
•  The dashed vertical line is the Bayes’ decision boundary 
•  The solid vertical line is the LDA decision boundary 

•  Bayes’ error rate: 10.6% 
•  LDA error rate: 11.1% 

•  Thus, LDA is performing pretty well!  
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An Example When p > 1 
•  If X is multidimensional (p > 1), we use exactly the same 

approach except the density function f(x) is modeled using 
the multivariate normal density 
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• We have two predictors (p =2) 
•  Three classes 
•  20 observations were generated from each class 
•  The solid lines are Bayes’ boundaries 
•  The dashed lines are LDA boundaries 
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Running LDA on Default Data 
•  LDA makes 252+ 23 mistakes on 10000 predictions 

(2.75% misclassification error rate) 
• But LDA miss-predicts 252/333 = 75.5% of defaulters! 
• Perhaps, we shouldn’t use 0.5 as threshold for predicting 

default? 
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Use 0.2 as Threshold for Default 
• Now the total number of mistakes is 235+138 = 373 

(3.73% misclassification error rate) 
• But we only miss-predicted 138/333 = 41.4% of defaulters 
• We can examine the error rate with other thresholds  
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Default Threshold Values vs. Error Rates 
• Black solid: overall error rate 
• Blue dashed: Fraction of defaulters missed 
• Orange dotted: non defaulters incorrectly classified 
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Quadratic Discriminant Analysis (QDA) 
•  LDA assumed that every class has the same variance/ 

covariance 
• However, LDA may perform poorly if this assumption is far 

from true 
• QDA works identically as LDA except that it estimates 

separate variances/ covariance for each class 
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Which is better? LDA or QDA? 
• Since QDA allows for different variances among classes, 

the resulting boundaries become quadratic 

• Which approach is better: LDA or QDA? 
•  QDA will work best when the variances are very different between 

classes and we have enough observations to accurately estimate 
the variances 

•  LDA will work best when the variances are similar among classes 
or we don’t have enough data to accurately estimate the variances 
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Comparing LDA to QDA 
•  Black dotted: LDA boundary 
•  Purple dashed: Bayes’ boundary 
•  Green solid: QDA boundary 
•  Left: variances of the classes are equal (LDA is better fit) 
•  Right: variances of the classes are not equal (QDA is better fit) 
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Comparison of Classification Methods 
• KNN (Chapter 2) 
•  Logistic Regression (Chapter 4) 
•  LDA (Chapter 4) 
• QDA (Chapter 4) 
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Logistic Regression vs. LDA 
• Similarity: Both Logistic Regression and LDA produce 

linear boundaries 
• Difference: LDA assumes that the observations are drawn 

from the normal distribution with common variance in 
each class, while logistic regression does not have this 
assumption. LDA would do better than Logistic 
Regression if the assumption of normality hold, otherwise 
logistic regression can outperform LDA 
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KNN vs. (LDA and Logistic Regression) 
• KNN takes a completely different approach 

• KNN is completely non-parametric: No assumptions are 
made about the shape of the decision boundary!  

• Advantage of KNN:  We can expect KNN to dominate 
both LDA and Logistic Regression when the decision 
boundary is highly non-linear 

• Disadvantage of KNN: KNN does not tell us which 
predictors are important (no table of coefficients) 
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QDA vs. (LDA, Logistic Regression, and KNN) 

• QDA is a compromise between non-parametric KNN 
method and the linear LDA and logistic regression 

•  If the true decision boundary is: 
•  Linear: LDA and Logistic outperforms 
•  Moderately Non-linear: QDA outperforms 
•  More complicated: KNN is superior 
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